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The concept of regimes is most basic to financial markets. What else are “bull” and “bear” markets if not regimes? The desire to predict regime switches, which are also commonly known as “turning points” is also as old as financial markets themselves.

If our attempts to predict the switching from a bull to a bear market were even slightly successful, we could focus our discussion to this one type of switching and call it a day. If only it were that easy. The difficulty with predicting this type of switching encourages researchers to look more broadly at other types of regime switching in the financial markets, hoping to find some that may be more amenable to existing statistical tools.
Some of the other most common financial or economic regimes studied are inflationary vs. recessionary regimes, high vs. low volatility regimes, and mean-reverting vs. trending regimes. Among these, volatility regime switching seems to be most amenable to classical econometric tools such as the GARCH model (See Klaassen, 2002). That is not surprising, as there is a long history of success among financial economists in modeling volatilities as opposed to the underlying stock prices themselves. While such predictions of volatility regime switches can be of great value to options traders, they are unfortunately of no help to stock traders like me.
Academic attempts to model regime switches in stock prices generally proceed along these lines:
First: Propose that the two (or more) regimes are characterized by different probability distributions of the prices. In the simplest cases, the log of the prices of both regimes may be represented by normal distributions, except that they have different means and/or standard deviations.

Second: Assume that there is some kind of transition probabilities among the regimes.

Third: Determine the exact parameters that specify the regime probability distributions and the transition probabilities by fitting the model to past prices, using standard statistical methods such as maximum likelihood estimation.

Fourth: Based on the fitted model above, find out the expected regime of the next time step and more importantly, the expected stock price.
This type of approach is usually called Markov regime switching or  hidden Markov models, and it is generally based on a Bayesian probabilistic framework. Readers who are interested in reading more about some of these approaches may peruse Nielsen, 2000, van Norden, 1993, or Kaufmann, 1996.
Despite the elegant theoretical framework, such Markov regime-switching models are generally quite useless for actual trading purposes. The reason for this weakness is that they assume constant transition probabilities among regimes at all times. In practice, this means that at any time (as illustrated by the Nielsen paper), there is always a very small probability for the stock to transition from a normal, quiescent regime to a volatile regime. But this is useless to traders who want to know when — and under what precise conditions — the transition probability suddenly peaks. This question is tackled by the “turning points” models.

Turning points models take a data mining approach (Chai, 2007): enter all possible variables that might predict a turning point or regime switch. Variables such as current volatility, last-period return, changes in macroeconomic numbers such as consumer confidence, oil price changes, bond price changes and so on, can all be part of this input. In fact, in a very topical article about turning points in the real estate market by the noted Yale economist Robert Shiller (Shiller, 2007), it was suggested that the crescendo of media chatter about impending boom or bust may actually be a good predictor of a coming turning point.
I will illustrate how we might detect turning points using a data mining approach with just simple technical indicators built on stock price series as inputs while using stock returns of multiple holding periods as outputs. To facilitate this process, I employ a tool called Alphacet Discovery, which is an integrated backtesting and execution platform recently launched by Alphacet, Inc. (www.alphacet.com. Full disclosure: Alphacet is a client of my firm.) This platform not only integrates all historical and real-time data are needed for rapid strategy prototyping, backtesting, analysis, and real-time deployment, it also contains an expanding array of machine learning programs such as neural networks and genetic algorithms that are well-suited to data mining for the kind of relationships we are seeking.

I will pick a prominent brokerage stock—GS—as a proxy for the financial sector. My objective is to find out if I can detect turning points of this sector where it goes from bull to bear and back. My initial hypothesis is that major shifts of interest rates, a release of government macroeconomic data, or earnings announcements are likely triggers of turning points. At the time of this writing, Alphacet had not yet completed integration of macroeconomic or company news data into its database, so I will use a large percent change in GS as proxy for such news releases. Furthermore, I believe that whenever GS reaches an N-day high or low just before this large drop or rise in prices occurs is a good signal that a previous regime is close to an end. So I shall use this condition as an additional input as well.

 The search problem we face is: how large a percent change is sufficient to trigger a regime switch? What should N be in the N-day high/low condition? And how long does the new regime generally last? (In other words, what is the optimal holding period?) To answer these questions in the old-fashioned, manual way is very time consuming, as one has to run multiple simulations with different thresholds for the independent variables, and multiple return horizons for the dependent variables. Let’s see if Alphacet Discovery can help us automate this process.
 The independent variables of the model are just the one-day returns of GS. The dependent variables are the future returns of GS with various holding periods. Discovery can easily find an optimal rule, or an optimal combination of rules, which will lead to the best backtest performance. In our case, each percent-change threshold can be encapsulated as a rule. I entered 2 thresholds for buys and 2 for shorts: -1%, -3%, 1%, 3%. Similarly, each holding-period can be encapsulated as a rule too, and I entered 6 such periods: 1, 5, 10, 20, 40 and 60 days.
To prepare the price, percent-change, and 10-day High/Low time series for this search is very easy: most things can be done by drag and drop using a mouse in Discovery. (For simplicity, I fix N to 10 for the strategy here, but this parameter can be optimized as well.) I just dragged a GS price series into the strategy editor and specified a 1-day frequency with the available controls. (The price series started around December 2006.) (See box S1 in Figure 1.) Then I dragged several pre-packaged “Rules” that compute the 1-day percent-change, and simple 10-day moving highs and lows of a series to the strategy editor (Box I2 in Figure 1.). And I feed the original price series into the Program Group box by directing an arrow from the Symbol Group box to the Program Group box.
Now I can create the entry rules by using the drop down menus and typing into the textboxes inside a new Rule box’s editor. Figure 2 shows what’s inside Rule box R3 for the buy and sell rule based on a change of (1%. I have created a similar Rule box for (3%. Note that by default, subsequent entry signals will override positions established by previous signals.
We can specify the holding periods using the pre-packaged program called “Holding Period” with different parameters. (In fact, you can easily create such programs yourself if you know the programming language Lisp.) These are all encapsulated in the Box I5 (and I6 for the (2% rule separately). We feed the output of the boxes R3 to I5 by drawing an arrow, and similarly R4 to I9.
Finally, we run a perceptron learning algorithm on the outputs of I7 and I9 (a perceptron is a type of neural network). This algorithm will find out the best weights for the different rules with different holding periods (among other parameters) based on a moving window of historical training data with the objective of maximizing the total profit in this window. Based on these optimized weights, the perceptron will trigger a buy and sell decision at the end of each period. (Examples of other algorithms that you can select are genetic algorithm and a K-nearest-neighbor clustering technique.)
Interestingly, the perceptron will not force us to hold a position for exactly N days, even though that was what the component rule was constructed to do so in the moving window. Every day, the strategy will decide whether to buy, sell or do nothing, based on the latest parameter-optimization using the latest data in the moving window and the resulting linearly weighted decisions from the different rules.
Now we are ready to look at the performance results of this strategy. We can bring up Discovery’s Charting Application for this. In Figure 3, I have shown three of the best equity curves that come from the perceptron optimization. The best curve belongs to a model using a 50-day moving window for the optimization. (The length of the moving window can itself be an object of optimization, but we will skip that step here.) On the sidebar of the Charting Application, we can see that this strategy has a 37.93% gross cumulative return over a 6-month backtest period, with 89 round-trip trades. (This is to be compared with a 15.77% return of a buy-and-hold strategy on GS, with a 14% drawdown.)  We have also shown the best equity curve from the various holding period routines to quantify the improvement from optimization (holding period of 10 days in I5 on the 1% rule at R3), which has a gross cumulative return of 18.55% over the period.
Though the backtest period is short, this return looks very impressive. Can something be wrong? In particular, what about the much-feared “data-snooping” or “data-mining” bias that seems to creep into every strategy that is based on machine learning or artificial intelligence?  The basic philosophy of Alphacet Discovery is to prevent this kind of bias from happening. In theory, though not in our particular illustration here, optimization over all rules and all parameters can be done in a backward looking moving window, so that we are using absolutely no unseen future data for the backtest. Of course, data snooping bias can still creep in because we can abandon a whole category of models when the performance is poor and try one new category after another until it improves. But then, this is unavoidable whenever we are in the business of backtesting.
Since the backtest looks good, I can immediately press a single button and have this strategy run against real-time data and generate orders in either a paper or a real trading account.
As you can see, it may not be hard to create a regime-switching model with the simplest of technical indicators as long as one is able to efficiently optimize over a large number of parameters, conducted strictly in a backward looking moving window. The performance may even be better if we can confirm the price moves with macroeconomic or company-specific news. I believe that this same technique can be applied profitably to many ETF’s, futures, or even currency trading as well.
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